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ABSTRACT

This thesis explores some basic issues surrounding the use of marks for pricing in
multiclass packet networks with multidimensional quality of service (QoS) profiles. Two
different models—a bufferless link and a resource with a finite buffer—are investigated.

The proposed approach uses pricing based on packet marks imposed by the network
(as suggested by Gibbens and Kelly) and a small number of packet classes (as proposed
by Clark), to achieve end-to-end congestion control and multidimensional QoS. Different
control schemes are used to accomplish the goal of providing multidimensional QoS while
maintaning efficient use of the network’s resources.

It is shown that the use of only one class of packets is not sufficient to provide sat-
isfactory multidimensional QoS performance in some simple situations. It is also shown
that by using appropriate control mechanisms (e.g., pricing, marking and scheduling)
and multiple packet classes it is possible to satisfy different QoS profiles within one sce-
nario. Some trade-off relationships among different QoS parameters (e.g., throughput,
loss, delay) that arise in these multiclass packet systems are presented.

The concluding section points out future directions to pursue.
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CHAPTER 1

INTRODUCTION

There are two important issues that we observe in the Internet today. One of them is
that it does not provide differentiation between packets. Therefore, all users (or applica-
tions) have to accept the best-effort guarantees that currently exist, no matter what their
actual quality of service (QoS) requirements are, even though it is clear that the Internet
supports a mixture of users with different criteria for network performance (QoS profile)
as pointed put by Clark [1]. The other issue is the increase in aggresiveness of TCP,
as well as the increase in the use of non-congestion-controlled best-effort traffic. This
could lead to “congestion collapse,” as indicated by Floyd and Fall [2]; unless end-to-end
congestion control is employed by the users, and incentives to use it are deployed by
the network. We investigate a solution to both of these problems using congestion-based
pricing with multiple packet classes by combining and extending the ideas of Gibbens
and Kelly [3], Clark [1], and MacKie-Mason and Varian [4].

Clark [1] proposes to allow the classification of packets into service classes in order
to provide different service levels to different users to meet their different needs. Let’s
suppose that a user only cares about the time it takes to transfer an object (a web
page, a file, etc.) as the measure of network performance. Then, since the user knows
the sending rate required to transfer the file in the desired time, it can set a service
profile that specifies the desired sending rate. It can then use a traffic meter to mark
packets as in or out of its profile. Out packets are more likely to be dropped in case of
congestion. This case illustrates the use of two classes of packets to receive a desired QoS,
although it is not guaranteed that their profile will be met, since resources might not be
sufficient. Notice that even though there are two classes of packets, the QoS profile is

one dimensional (i.e., it specifies the user’s desired sending rate).



Gibbens and Kelly [3] explore the implementation of network pricing by charging users
for marks that routers place on packets in order to achieve congestion control. There has
been a drive to include Explicit Congestion Notification (ECN) bits in TCP [5], and there
is an ongoing debate regarding the number of ECN bits and the mechanisms that should
be used to set them. The ECN bits could be used as the marks needed for the pricing
scheme just mentioned. This pricing scheme allows users that are willing to tolerate more
marks per unit time to get a higher share of throughput. Again, we see that the user’s
QoS profile is one dimensional (i.e., it specifies the user’s desired throughput share).
The user model proposed by Gibbens and Kelly [3] is presented in Chapter 2, since our
approach is based on it.

An interesting way to look at the problem is the “smart market” approach that
MacKie-Mason and Varian describe in [4]. In this case, each packet carries a bid indicat-
ing the price the user is willing to pay for a packet, and the higher the bid the less likely
it is to be dropped.

The use of utility functions and game theory has been shown to be useful in design-
ing the network. The goal is to allocate the network resources in order to maximize
the aggregate utility of the network, which can be considered as the sum of the utility
functions of the individual connections). Another goal is to allocate the resources in a
fair manner. These issues are closely related. For example, a suitable selection of utility
functions can drive the network to select proportionally fair allocations of bandwidth, or
approximately min-max fair allocations of bandwidth. Kelly [6] presents this approach
with parameters that users and the network can choose to achieve the aggregate utility
maximization in a proportionally fair manner. We could consider this as an auction in
which the users’ parameters are their bids for throughput and the marks imposed by the
network are the target prices.

Recall that the QoS measure in the pricing scheme proposed by Gibbens and Kelly [3]
is throughput. Suppose that a new user with a different QoS measure comes along (it
might desire low loss or low delay) who is willing to pay for it by receiving less throughput.
Now we have described a multidimensional QoS profile, and we ask:

Is it possible for this user to have its QoS requirements satisfied if there is only one

class of packets in the network (i.e., if the network does not differentiate between packets



with different QoS requirements)? We will address this question in different contexts in
Chapters 3 and 4.

We investigate the necessity of having at least a small number of different packet
classes (possibly as small as two) and the behavior of the network in their presence. In
order to distinguish between these classes, users place class labels on their packets and
the network routers use the class labels to help make scheduling decisions. The packets
labeled high priority can be thought of as carrying a higher bid, and the marks they
receive will have a higher price, too. This leads to service differentiation. At this point
we ask:

Is it possible to satisfy the different QoS profiles by using appropriate control mecha-
nisms?
and if so,

What trade-off relationships exist among the different dimensions of the QoS profile
(i.e., throughput, loss, delay, etc.)?

We will also address these questions in the contexts described in Chapters 3 and 4 by
using pricing, marking, and scheduling. Initial work on this approach can be found in
[7].

A competing approach, exemplified by ATM, RSVP, and Frame Relay standards, is
to use reservations and enforcement based on per-flow state information within network
switches. It is important to notice that as the number of packet classes allowed increases,
the closer the network comes to a per-flow controlled system.

In summary, in our approach the users communicate to the network routers by the
rate at which they send packets as well as by the class labels they place on their packets.
The routers communicate to the users by the delay, loss, and marks they impose on
packets. The challange is to use this two-way communication between users and network

routers to allocate the network resources efficiently and provide multidimensional QoS.



CHAPTER 2

USER MODEL

This chapter presents the user model that is considered throughout this thesis. It is
based on the ‘elastic’ user model that Gibbens and Kelly describe in [3], which is in turn
motivated by Shenker’s [8] definition of ‘elastic’ traffic.

We can consider a communication system consisting of users and network as an eco-
nomic system in which the network posts prices for using its resources, and users want to
buy a share of resources from the network. Naturally, the network has limited resources.
Therefore, as the demand for resources increases, the prices also increase. We will now
describe a user model proposed by Gibbens and Kelly [3] that incorporates this economic
approach.

Consider a discrete time system with time slot duration equal to one unit. Also,
assume that all packets are of equal size, and that each packet takes one slot to be
transmitted. Suppose that the charge imposed by the network consists of marks placed
on packets and that there is just one packet class. Also, suppose the ith elastic user is
willing to pay for w; marks per unit time. It uses a state variable z;(n) to determine the
number of packets it transmits in slot n. Specifically, the user transmits X;(n) packets,

where X;(n) is an integer near x;(n) calculated as follows:

Xi(n) = |ai(n) + 2 (n)]* (2.1)
2i(n+ 1) = 2i(n) + z(n) — X,(n) (2.2)
zi(n+1) = ,(n) + k(w; — fi(n)) (2.3)

where

e w; is the desired expenditure rate (number of marks per slot) for user i,



e fi(n) is the number of marks received by user 7 in slot n, and
® £ is just a constant.

The rounding method (2.1) makes the short term average of the integer variable X; close
to that of the real variable x;. The real variable z; is simply the fraction of a packet
carried over from the previous slot, as can be noticed from (2.2). An interpretation of
(2.3) can be obtained if we add up the updates from time 0 up to time N:

z;i(N) — 2;(0)

- = Nw; — (fi(1) + ... + fi(N)) (2.4)

We can see that the right-hand side of Equation (2.4) is the amount the user is willing
to spend over the first N slots minus the amount actually spent over the first N slots.
If we divide both sides by N and let N — oo, then the left-hand side of Equation (2.4)
goes to zero (if z;(N) is bounded), implying that the average number of marks received
by user i is equal to the desired number of marks. So in the long run, user ¢ pays for
marks at its target rate, w;.

Notice by (2.3) and (2.4) that a larger value of k produces faster convergence but also
higher variance around the stable point.

We can see that if Py, is the fraction of packets from user ¢ that are marked and if z;
is the long term average of (z;(n) : n > 0), then z; Py, is the average number of marks

per unit time that user ¢ will receive. Therefore, z; and P);, are related as follows

(2.5)

The work of Kelly, Maulloo, and Tan [9] explains how a user might adjust its expen-
diture rate w, based on some user utility function. However, in this thesis we focus on
the case where w; is a given constant for each user 7, in order to focus on the quality of
service received for fixed expenditure rates.

Now that the user model has been described, we can proceed to describe its perfor-
mance in different systems. The next two chapters discuss how this user model behaves

in two different contexts, and how it can be extended to multiple packet classes.



CHAPTER 3

BUFFERLESS MODEL

This chapter begins with a description of the bufferless model. Then some simulation
results obtained in simple situations concerning this model are presented. Finally, an

approximate analysis is also presented and compared to the simulation results.

3.1 Model Description

Consider a discrete time system with time slot duration equal to one unit. We assume
that all users send their data in packets of equal size, and that each packet takes one slot
to be transmitted. Consider a system where N users are trying to transmit their packets
through a single bufferless link. The link has capacity to transmit C packets per slot.
This means that if Y packets are transmitted by the users in a slot and Y > 10, then
Y — C of the packets are dropped (lost). This link can be considered as a system with

C servers and no queue, as depicted in Figure 3.1.

user 1 @4’
\ @4»

user 2 —_

o

user N

Figure 3.1 N users sharing a single bufferless resource with capacity to transmit C' packets
per slot.

This link will place marks on packets, and the users will react to these marks (feedback

signals) as described by the user model (2.3) presented in the previous chapter. The



marking mechanism for this model was proposed by Gibbens and Kelly [3] and will now

be described. Suppose that Y packets are transmitted by the users in a slot, then:
e If Y <10, no packets are marked.
o If Y > 10, then all Y packets are marked.

Notice that the lost packets will not actually be marked by the resource, but the users
will assume that lost packets are marked.

The reason for implementing this marking mechanism is that users should be notified
of their negative impact on network performance, which is loss in this case. Therefore,
if no packets are lost in a slot, there is no negative impact from any user, and hence,
no packets should be marked. However, if packets are lost in a slot, then all the packets
sent contributed to the loss occurrence. This is because if a particular packet was not
sent, then the number of losses would have been less (and maybe there would have been
no losses at all). In this case, all packets should be marked since they all contributed to
the negative impact on network performance. This includes the lost packets also, since
if they had not been sent, there would have been no losses either.

Also notice that we have made no differentiation between packets from different users,
so there is only one packet class. The link does not differentiate between packets from
different users.

Now that the bufferless model has been described, we will present some simulation

results and an approximate analysis for this model.

3.2 Simulation Results

We begin by describing a simple scenario. Consider 21 users that transmit packets
over a single bufferless link with capacity to transmit 10 packets per slot (i.e., C' = 10).
Only one packet class is used in the system so the link provides no service differentiation
between packets from different users. The aggregate expenditure rate (W) for the users
is 2.3 marks/slot and their individual rates (w) range from 0.01 to 0.2 marks/slot in the

following way:



w;=i%0.01 i=1,2,..20

The reason for setting the last user’s expenditure rate equal to the expenditure rate of
user ¢ = 20 will be addressed later in this chapter.

Simulations show that the average aggregate throughput achieved in this ‘Scenario 1’
(as it will be called from now on) is 8.49 packets/slot and the loss experienced by the
users is 3.74% on average.

An interesting point to be noticed is that the throughputs of the users monotonically
increase with the rate of expenditure w;, so we can consider the w;’s as the users’ bids
for throughput. Actually, this was pointed out by Gibbens and Kelly [3] in similar
simulations, and the formulation of the user model is aimed towards this behavior, as
described in [9]. Gibbens and Kelly [3] also noticed that the lower rate users pay slightly
more per unit throughput since their load is somewhat more bursty and hence harder to
multiplex.

At this point we pose a question:

If one of the users cannot tolerate having more than 1% of its packets lost instead of
the 3.74% loss experienced by the rest of the users, is the network able to satisfy the QoS
requirements of this user?

Here we establish packet loss as a second QoS measure that complements throughput.
Notice that under the conditions specified for this scenario, the only way in which this
user, which we will call loss sensitive, can try to obtain a different performance from
the resource is by changing its expenditure rate. In Scenario 2 we explore the effect of
this user’s expenditure rate (which was originally 0.2 marks/slot, i.e., user number 21 in
Scenario 1) in the system performance. Figure 3.2 shows the effect of the loss-sensitive
user’s expenditure rate on its own throughput and loss, as well as on the rest of the
users’ loss and aggregate throughput when the aggregate expenditure rate for the rest of
the users is 2.1 marks/slot, corresponding to the first 20 users in Scenario 1. If we look

at the lower right plot in Figure 3.2 we notice that when the expenditure rate for the



loss-sensitive user ranges from 0.0001 to 1 marks/slot its loss percentage remains above
its desired 1% and it keeps increasing. Therefore, the answer to the question is that

under these conditions the loss-sensitive user simply cannot get the service it requires.
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Figure 3.2 System behavior for Scenario 2.

If the user is allowed to change the circumstances then it might be able to have its
QoS profile satisfied. We illustrate this by considering the following approach. The new
user could lobby the network operators to reduce packet loss by putting marks on packets
whenever the load exceeds 8 (rather than 10). The whole population of users would then
back off, reducing the loss rate substantially. However, the total throughput would also
be reduced, and if the other users are not loss sensitive, this could lower the utility of
the network (something that we are trying to avoid).

The solution proposed in this thesis is to include a class label in the packets in order
to differentiate between the two types of packets that we will refer to as class 1 for packets
from the loss sensitive users, and class 2 for packets from the throughput sensitive users.
Notice that we are assuming that each user chooses a particular packet class and labels
all of its packets as belonging to the same class, which might not always be necessary.
We will discuss this point in more detail further in this chapter. This class differentiation

will be used in two ways:
1. The link offers different service levels to different packet classes.

2. Marks placed on different packet classes have different prices.



The way in which the different prices will take effect can be easily incorporated into

the user model as follows:

zi(n)=x;(n—1)+r(w; —pifiln —1)) (3.1)

where

e z;(n) is the number of packets sent by user ¢ in slot n,
e w; is the expenditure rate for user i,
e fi(n—1) is the number of feedback signals received by user i in slot n — 1, and

e p; is the price per mark for the packet class of user 1.

The service differentiation can be obtained through capacity reservation. This means
that the resource reserves a portion of the capacity for class 1 packets (¢;) and also
reserves the remaining portion of the capacity (¢z) for class 2 packets. It is important to
point out that any unused capacity by one class can be used by the other class, i.e., if
there are y; < ¢; class 1 packets sent in a particular slot, then as many as C'—y; > ¢, class
2 packets can be transmitted by the resource. We will refer to this service mechanism as
capacity reservation (c¢; : ¢y) throughout the remainder of this chapter. Notice that in
the special case of (10 : 0), if there are enough packets sent by loss-sensitive users then
no packets from throughput sensitive users will be transmitted (i.e., they will all be lost).

Consider the same setting as in Scenario 2, but now the loss-sensitive user labels all
his packets as class 1 packets, and throughput sensitive users label all their packets as
class 2 packets. The network makes use of capacity reservation, as mentioned above.
Also, class 1 packets will have a higher price per mark. We observed through simulations
that by using any capacity reservation with ¢; > 0 and choosing an appropriate price
for class 1 packets it is possible to provide less than 1% loss to the loss-sensitive user,
and hence satisfy its QoS profile. Figure 3.3 shows the system behavior using capacity
reservation (1 :9) (i.e., one server reserved for class 1 packets and nine servers reserved
for class 2 packets), and we refer to this as ‘Scenario 3’.

It is obvious that the service differentiation that gives preference to class 1 packets

(belonging to the loss-sensitive user) must have some effect on the performance observed

10
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Figure 3.3 System behavior for Scenario 3.

by the rest of the users, and this might be considered by these users as ‘unfair.” Therefore,
we might want to provide at least the same level of satisfaction to these users as in
Scenario 1 and use this as a fairness criterion. Therefore, the next logical question is:

Can the control mechanisms be adjusted so that the loss-sensitive user’s QQoS profile
is satisfied while providing at least the same level of satisfaction to the rest of the users
as in Scenario 17

Our simulations indicate that it is possible. We can see in the upper left plot of
Figure 3.3 that the aggregate throughput for the throughput-sensitive users is at least as
good as before (in Scenario 1) if the price per mark for class 1 packets is greater than 1.
Also, the lower left plot of Figure 3.3 shows that the loss experienced by the throughput-
sensitive users is at most what they experienced before if the price per mark for class
1 packets is greater than 2.25. Therefore, if the price per mark for class 1 packets is in
the region [2.25,00) then the throughput-sensitive users enjoy at least the same level of
satisfaction as before, so we will call this operating region the fair region. Notice from
the lower right plot in Figure 3.3 that the loss experienced by the loss-sensitive user is
zero (in our simulations) in the fair region, so its QoS requirements are satisfied too.
Since the observed loss for the loss-sensitive user is zero throughout the fair region, there
is no observed trade-off between price per mark for class 1 packets and the loss for the
loss-sensitive user.

What happens to the aggregate throughput from all users in the system? We will de-

new throughput

Tiroughpat in Seomario T &5 & performance measure. If the through-

fine throughput ratio =
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put ratio is equal to one, then the throughput did not change with respect to Scenario 1.
If it is less than one then throughput decreased, and if it is greater than one throughput
increased. As we can see in the upper plot of Figure 3./ there is a reduction in the aggre-

gate throughput in relation to the throughput obtained in Scenario 1. Let us also define

new loss
loss in Scenario 1

loss ratio = as a performance measure. We can observe in the lower plot
of Figure 3.4 that there is also a reduction in the average loss with respect to the loss

experienced in Scenario 1.

Throughput ratio = (new throughput) / (throughput in Scenario 1)
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Figure 3.4 Throughput and loss ratios for Scenario 3.

throughput ratio

I, we can see that if loss is kept

If we consider relative ef ficiency =
constant then an increase in throughput will yield a higher efficiency, and a reduction
will cause a lower efficiency. On the other hand, if throughput is kept constant then a
decrease in loss will yield a higher efficiency, and an increase will cause a lower efficiency.
We can see in Figure 3.5 that using the proposed solution (two packet classes) the relative
efficiency of the system is greater than one. This metric might not be the best indicator
of system performance, especially if the original loss is very low, but it might be a good
first-glance metric.

We will make a slight change of contexts for the sake of further exploring these issues.
We consider three scenarios similar to Scenarios 1, 2, and 3 but with the number of
throughput sensitive users equal to the number of loss-sensitive users, and with equal
expenditure rates for the two classes.

Consider now 40 users sharing the bufferless link with capacity to transmit 10 packets

per slot. The aggregate expenditure rate is 4.2 marks/slot with individual expenditure

12



System relative efficiency

Figure 3.5 System relative efficiency for Scenario 3.

rates ranging from 0.01 to 0.2 in the following way:
Wo; = W2i4+1 = (Z + 1) x0.01 fO?“ 1= 0, ceey 19

There is just one packet class so there is no service differentiation between packets from
different users. In this ‘Scenario 4,” simulations show that users are able to get an
aggregate throughput of 8.64 packets/slot and 8.6% loss. Now, suppose that half of the
users (the even numbered users) are loss sensitive: they cannot tolerate more than 1%
loss. We ask again:

Is the resource able to satisfy the QoS requirements of the loss-sensitive users?

In Scenario 5 we look for the answer to this question if only one packet class is used.
Remember that the only way that users can try to get a different performance from the
resource with a single packet class is by changing their expenditure rates. It turns out
that in this scenario it is not possible to satisfy the loss-sensitive users’ QoS profile, as
shown in the lower right plot of Figure 3.6 when their expenditure rate ranges from 0.021
to 12 marks/slot.

In contrast, by using two packet classes and adjusting the control mechanisms in the
network (i.e., price per mark, and capacity reservation), it is possible to provide a 1%
loss to the loss-sensitive users. Figure 3.7 shows the system behavior using three different
capacity reservations (6 : 4) (i.e., six servers reserved for class 1 packets and four servers
reserved for class 2 packets), (7 : 3) and (8 : 2). We will refer to this set of scenarios as

Scenario 6.

13
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Figure 3.7 System behavior for Scenario 6.

Once again, it is possible to satisfy the QoS requirements for the loss-sensitive users
while providing at least the same level of satisfaction to the throughput-sensitive users as
before (in Scenario 4). The upper right plot of Figure 3.7 shows that if the price per mark
for class 1 packets is greater than 1.1, then the throughput for the throughput-sensitive
users is at least as good as before (in Scenario 4). Also, the lower right plot of Figure
3.7 shows that if the price per mark for class 1 packets is greater than 2.25, then the loss
experienced by the throughput-sensitive users is at most what they experienced before
in the three schemes of Scenario 6. Therefore, if the price per mark for class 1 packets is
in the region [2.25,00) then we can provide at least the same level of satisfaction to the
throughput-sensitive users as before, so we will call this operating region the fair region.

Something interesting that we can see in Figure 3.7is that the throughput for both types
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of users is nearly the same for any capacity reservation mechanism. The effect of using
different capacity reservations is really evident in the loss experienced by both types of
users, especially for the loss-sensitive users.

The effect of using different capacity reservation splits on the trade-off between loss
and throughput for the loss-sensitive users in the fair region can be observed in Figure 3.8.
These trade-off curves can be helpful in deciding the appropriate capacity reservation split
to provide the required loss to the loss-sensitive users while maximizing their throughput
without deteriorating the performance seen by the throughput-sensitive users. This can
be done by choosing the curve with the highest throughput for the desired loss. We
observe in Figure 3.8 that in this scenario it is a good idea to operate with the (10 : 0)
capacity reservation split for any desired loss rate for the loss-sensitive users. The other

splits cause more loss without an appreciable increase in throughput.

Tradeoff between throughput and loss for loss sensitive users in the fair region in Scenario 6.
2.8 T T T T T T

Scenario 6 (10:0)

Scenario 6 (7:3)

Scenari ic 6 (6:4)

Throughput (packets/slof)

0.25 0.3 0.35 0.4 0.45 0.5

0.15 0.2
Loss (%) for loss sensitive users

Figure 3.8 Trade-off curves for Scenario 6.

As pointed out in the previous section, one might be interested in what happens to
the efficiency of the network. As we can see in the upper plot of Figure 3.9 there is
again a reduction in the aggregate throughput in relation to the throughput obtained in
Scenario 4. However, we can also see in the lower plot of Figure 3.9 that there is also

a reduction in the average loss with respect to the loss experienced in Scenario 4. If we

throughput ratio

consider again relative ef ficiency = == 2"

, then we can see in Figure 3.10 that
the relative efficiency of the system is increased with the proposed solution.
We tried different scenarios with higher expenditure rates, higher load and different

ratios of throughput/loss sensitive users, and we noticed that in most cases it is possible
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Figure 3.9 Throughput and loss ratios for Scenario 6.
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Figure 3.10 System relative efficiency for Scenario 6.

to adjust the control mechanisms to satisfy the different QoS profiles in an efficient
manner.

Another issue we examined through simulations was the effect of loss-sensitive users
declaring some packets as class 1, and others as class 2, depending on the loss they
experienced. After all, if they could pay less by sending some packets as class 2 instead
of class 1 (remember that prices on marks for class 2 packets are cheaper) and keep their
loss below their desired level, then they will be happier. However, this did not affect the
performance significantly since the fraction of packets from loss-sensitive users that were
declared as class 2 packets (instead of the usual class 1) was very low. To understand
why, note for example that if the target loss rate is 1% and class 2 packets experience 10%
loss rate, then only 10% of the loss-sensitive users’ packets can be declared as class 1.

In summary, in this bufferless context, the combination of control mechanisms and
multiple packet classes can achieve the goal of providing multidimensional QoS while

maintaining efficient use of the network’s resources while a single-class system cannot.
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As mentioned above, this example while simple is not the most realistic. First, in
some situations added throughput can make up for a higher loss rate—for example a
user could use forward error control, such as sending each packet twice. However, in this
case, the throughput is reduced to a half, while the proposed solution can achieve more
than that. The basic idea behind our proposed solution is that users with stringent QoS
requirements in some of the QoS parameters can take advantage of other users’ relaxation

of the same QoS parameters.

3.3 Poisson Approximation

We now investigate a possible analytical model for this context so that the perfor-
mance of the system can be obtained without having to run simulations. This might be
particularly helpful when the number of users and the capacity are scaled up by large
factors. The results of this section are not used elsewhere in this thesis.

We will consider the number of packets sent by user 7 in a particular slot as a Poisson
random variable (call it X;) with rate x;, i.e., X; ~ Poisson(x;). The number of packets
sent in each slot is independent of the number of packets sent in any other slot. Also,
the number of packets sent by one user is independent of the number sent by any other
user. Under these assumptions the aggregate number Y; of packets sent by a set S of
users is another Poisson random variable with rate equal to the sum of their individual
rates, i.e., Yy ~ Poisson (Y ;cs ;).

Remember that a Poisson random variable Z with rate A has a probability mass

function
PZ=Fk=e?X/El k>0

The following analysis assumes that there are N users sharing the bufferless link with
capacity C'. Let N; be the number of loss-sensitive users and N; = N — N, be the number
of throughput-sensitive users. Suppose that capacity reservation is used with Cj servers
reserved for class 1 packets and C; = C' — (] reserved for class 2 packets. Assume that
loss-sensitive users send all their packets as class 1, and throughput-sensitive users send

all their packets as class 2.
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In the next subsection we assume that the sending rates are given, and we will call this
the ‘open loop’ analysis. Then, in Section 3.3.2 we estimate both the sending rates and
the system performance using a relation between them that causes iteration between the
estimation of one and the other. For this reason, we call this the ‘closed loop’ analysis.
In both cases, we compare the estimated system performance to the simulation results

to see how the analytical model predicts the actual performance.

3.3.1 Open loop analysis

Assume that the sending rates for the individual users are given. For convenience,
suppose that the first NV, users are loss sensitive, and the remaining are throughput
sensitive. Then the number of packets sent by loss-sensitive users in a given slot is Y; ~
Poisson(y;), where y, = Zf»vzll x;. For the throughput-sensitive users, Y; ~ Poisson(y;)
where gy, = S N+1 Ti- The aggregate number of packets sent by all users in a given slot
is Y ~ Poisson(y), where y =y, + y;.

The performance parameters we are interested in obtaining are the loss probability
and throughput. We first calculate the losses.

Let L be the number of packets lost by all users in a given slot, then

0 if Y <C

L= = (Y -O)f
Y-C if Y>C

and the expected number of losses in a particular slot is given as

E[L] = E}Y —-C]— Emin(Y —C,0)]

= y—C—i(k—C)P[Y:k’]

k=0

Let L; be the number of packets lost by loss-sensitive users in a given slot, then

Y, —C)* if Yi>C,
Y —C = (C,=Y)t if Vi<

L, =
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ElL] = E[E[LY]]

— {yl — - flj(k — C)PLY; = k}} PlY, > C]

k=0

Ci—1 C—k
3 fu kO Sk k- Pl =PIV =

k=0
Similarly for throughput-sensitive users

Ch
Bled = {u-ci- Soe-copvi=n} Pz

k=0

-1 C—k

X kO S k- Pl =l i =
k=0 n=0

Now, we will calculate the aggregate throughput for all users. Let R be the number

of packets from all users that are served by the bufferless link in a given slot, then we

can easily see that

R=y— E[L]
Similarly for the loss-sensitive users
Ry =y — E[L]
And for throughput-sensitive users
Ry =y — E[Ly]

With these analytical expressions we are now able to estimate the performance of the
system and compare it to the actual simulations. Figure 3.11 shows this comparison
for Scenario 6 with capacity reservation split (7 : 3). Remember that we are assuming
that the sending rates for the users are given, so in this case, we used the sending rates
from the simulations of Scenario 6. We can see in the upper left plot of Figure 3.11
that the throughput for throughput-sensitive users in the simulations is higher than the
analytical one but the approximation is not too bad. We can also see in the upper right

plot of Figure 3.11 that the throughput for loss-sensitive users in the simulations is almost
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Figure 3.11 Open loop Poisson approximation for Scenario 6.

the same as the analytical one, which indicates that the approximation in this case is
excellent. The lower plots of Figure 3.11 show that there is a big difference between the
loss experienced by both types of users in the simulations and the loss predicted by the
analytical model. Therefore, this open loop Poisson approximation is not a very good
one for this scenario.

We also found that the variance of the number of packets sent per slot in the sim-
ulations is lower than that of the Poisson approximation, as seen in Figure 3.12. This
is probably the main reason why the simulations achieve higher throughput and lower
loss. It seems that the marking mechanism causes a coupling between users that leads
to something similar to taking turns to send their packets. This obviously reduces the
variance and hence the number of packets lost. This is exactly what we are trying to do,
to make all users aware of their effect on network performance in order to make the most
efficient use of the network’s resources. Further investigation is needed to understand
the inaccuracy of the Poisson approximation method, and to devise a more accurate
analytical model.

Let us consider the asymptotic behavior of the Poisson approximation. Consider a
Poisson random variable Y with mean A, then since its variance is equal to its mean
(i.e.,0? = ), the standard deviation from the mean is the square root of the mean.
Therefore, if we scale up the mean by a factor of N, the standard deviation is scaled up
just by a factor v/N. Hence, as N — oo, the deviation about the mean becomes very
small compared to the mean itself. If Y is the number of packets sent per slot, then a

proportionally smaller deviation around the mean implies that the mean can get closer
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Figure 3.12 Variance comparison between the open loop Poisson approximation and the sim-

ulations for Scenario 6.

to capacity without exceeding it often. This causes lower loss and higher throughput. If
the variance of the user model considered in this thesis remains below the variance of the
Poisson approximation by a constant factor, as in the lower plot of Figure 3.12, then its
asymptotic behavior will be the same. Therefore we expect loss to get close to zero and

throughput to get close to capacity as the number of users and the capacity increase.

3.3.2 Closed loop analysis

In the previous subsection we assumed that the sending rates were already given,

which will most surely not be the case in real systems. So we want to estimate the

sending rates in some way to avoid running the simulations, specially if the system is
large.

Recall from the previous chapter that the main goal of the user model is to keep
the actual expenditure rate close to the desired expenditure rate. The stable operating
point of the user model is given by Equation (2.5). However, that solution was for the

original user model in a single class system. The extension to our multiclass system is

straightforward:
Wi
= 3.2
piPu, (3:2)

T
where
e 1, is the sending rate of user i,

e w; is the desired expenditure rate for user i,
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e p; is the price per mark for user i’s packet class, and
e P is the probability of a packet from user ¢ being marked.

So, we are interested in obtaining the long-term sending rate for any given user such
that it incurs in its desired expenditure rate. Notice in Equation (3.2) that the sending
rates are a function of the mark probability. Therefore, we are interested in calculating
the probability of a packet from user ¢ being marked. In order to make this calculation we
notice that if we condition on the event that Y = n, then X; has a binomial distribution
with parameters n and x;/y. Remember that Y is the aggregate number of packets sent
by all users in a particular slot Y ~ Poisson(y), and X; is the number of packets sent by
user ¢ in a particular slot X; ~ Poisson(x;). Let M; be the number of marks received by
user ¢ in a given slot. Then M; = X;Iy~cy and we can calculate the expected number

of marks received by user ¢ in a particular slot as

B = Y EXJY =4

= 2% kPlY = 1§
Y r=ct1

e—yyk—l
o 1)
— 2 P[Y > (] (3.3)

Equivalently, the probability of marking for a typical packet of user i is P[Y > C] for
any . This information allows us to calculate z; from P[Y > C] since the long term

expenditure rate is equal to the desired expenditure rate:

wA
= i 3.4
YT pPY =0 o4
However P[Y > (] is itself a function of the sending rates:
Py >C] = S Py =k
k=C
C—-1 —(z1+...4+n) k
- 1-y ¢ (‘2 oot an) (3.5)
k=0 :
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Equations (3.4) and (3.5) are coupled together and can be solved by iterating back
and forth between them.

Once we obtain the sending rates, we can proceed with the open loop analysis pre-
sented in the previous section to obtain the system performance. In Figure 3.13 we
show how this new approximation compares to the simulation results presented earlier

for Scenario 6 with capacity reservation split (7 : 3).
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Figure 3.13 Closed loop Poisson approximation for Scenario 6.

We can see in the upper left plot of Figure &.13 that the throughput for throughput-
sensitive users in the simulations is higher than the analytical one, which indicates that
the approximation is not very good. We can also see in the upper right plot of Figure 3.13
that the throughput for loss-sensitive users in the simulations is higher than the analytical
one only for small prices on class 1 packets, and then it is lower; but the approximation
is not too bad. The lower plots of Figure 3.13 show that there is a big difference between
the loss experienced by both types of users in the simulations and the expected loss from
the analysis, which indicates that the approximation is not good. Therefore, it seems
that the Poisson approximation is not good for this scenario, but it might get better as
the number of users and the capacity are scaled up by large factors. At the end of Section
3.3.1 we mentioned a possible cause for the inaccuracy of the approximation.

One remark that should be made is that if the scaling of capacity and number of users
is large, this Poisson approximation might be very difficult to calculate since it requires
factorials. However, under these conditions, the Poisson variable can be approximated

by a Gaussian variable.
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We could also consider this closed loop approximation from another point of view.
Consider a new user model, called the Poisson user model, that will only be addressed
in this subsection, in which the number of packets sent in each slot is a Poisson random
variable independent of the number sent in any other slot and also independent of the
number sent by any other user. How would this user behave in simulations? Would it
perform better than the user model considered in this thesis?

Notice that the Poisson user model is unresponsive to the marks placed on packets,
so it must first figure out the sending rate it requires to keep the actual expenditure rate
close to the desired one. At the beginning of this subsection we presented an analytical
method to do this assuming that the desired expenditure rates for all the users were
known.

We simulated the Poisson user model under the conditions for Scenario 6 and observed
that the analytical performance exactly matched the simulations. With these results we
can now make a comparison between the user model used throughout this thesis, which
we call the ‘original model’ in this section, and the Poisson user model.

We can see in the upper left plot of Figure 4.1/ that the throughput for throughput-
sensitive users with the original model is higher than the throughput with the Poisson
model, which indicates that the original model achieves better performance in this cri-
terion. We can also see in the upper right plot of Figure 3.1/ that the throughput
for loss-sensitive users in the simulations is higher than the analytical one only for small
prices on class 1 packets, indicating that there is no improvement with the original model,
but rather a deterioration for high prices. However, remember that the main goal of the
service differentiation is to provide low loss to these users. The lower plots of Figure
3.14 show that there is a big improvement between the loss experienced by both types
of users with the original user model and the Poisson model, which indicates the original
model is better.

One might say that the lower throughput experienced by the loss-sensitive users with
the original model results in a lower system efficiency with respect to the Poisson user
model. However, if we look at the aggregate throughput for all users, we find that the
original model obtains a higher throughput than the Poisson model, as shown in the

upper left plot of Figure 8.15. Also, if we look at the lower left plot of Figure 3.15 we
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Figure 3.14 System performance comparison between the original model and the Poisson user
model.
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Figure 3.15 System relative efficiency between the original model and the Poisson user model.

notice that the loss experienced by users with rate control (with the original user model)
is lower than the one experienced by unresponsive Poisson users. This behavior yields
higher throughput ratio and lower loss ratio and hence higher relative efficiency, as shown
in the plots on the right in Figure 5.15.

Therefore, the control mechanisms and the user model that are discussed in this thesis

perform better than unresponsive Poisson sources in this bufferless model.
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CHAPTER 4

QUEUEING MODEL

This chapter begins with a description of the queueing model. Then some simulation
results obtained in simple situations are presented in order to analyze the performance of
the user model described in Chapter 2 and the extensions to it described in the Chapter
3. We know from the user model description that it is oriented towards throughput as
the QoS measure of importance. In this queueing model we will look at two other QoS
measures: loss and delay. The second section of this chapter deals with an approach

aimed towards loss, and the third section deals with a delay-oriented approach.

4.1 Model Description

Consider a discrete time system with time slot duration equal to one unit. Assume
that all users send packets of equal size, and that each packet takes one slot to be
transmitted. Assume that there are N users trying to transmit their packets through a
single link with a single server and a finite queue. The server is able to transmit one
packet per slot, and the queue has capacity to hold C' more packets. Therefore, the
system can have at most C' 4 1 packets at any given time. If the number of arrivals in a
particular slot plus the number of packets carried over from the previous slot is C'+1+ 3,
then j of the arrival packets are dropped. The service provided is first-in first-out (FIFO)
[10]. This system is depicted in Figure 4.1.

This link will place marks on packets at the time of their departure from the system,
and the users will react to these marks (feedback signals) as described by the user model
presented in Chapter 2. The goal for implementing the marking mechanism for pricing

purposes is the same as for the one in the bufferless model, that users should be notified
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Figure 4.1 N users sharing a single link with one server that is able to transmit one packet
per slot and a queue with capacity to hold C packets per slot.

of their negative impact on network performance. In this case we are considering loss as
the degradation of performance, and hence the marking scheme should reflect this.

Consider a busy period of the queue, i.e., the interval from the time of arrival of the
first packet when the queue is empty until the time of departure of the first packet that
leaves the queue empty again. Then marks will be placed on all packets that arrive
between the occurrence of the first loss in a busy period and the end of the same busy
period. This marking mechanism was proposed by Gibbens and Kelly [3]. Evidently, any
packet that arrives before the occurrence of the last loss in the busy period contributed
to the loss occurrence, and hence should be notified of the negative impact it had on the
network. Unfortunately, this is a noncausal mechanism, since at the time of departure of
the packet we would have to know if a loss will occur within the same busy period after
the departure of the packet. However, if we consider the queue length as approximately
a reversible stochastic process, then the distribution of the departure process after the
occurrence of the first loss until the end of the same busy period will be the same as
the distribution of the arrival process from the beginning of the busy period until the
occurrence of the last loss within the same busy period.

It is important to point out that we have not made any reference to differentiation
between packets from different users, so at this point we are considering only one packet
class. The link does not make any service differentiation between packets from different
users.

Now that the queueing model has been described, we will present some simulation
results. First we will address loss and throughput as the relevant QoS parameters, and

then we will consider delay and throughput as the relevant QoS parameters.
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4.2 Loss and Throughput as Relevant QoS Parameters

Consider a simple scenario in which 40 users are transmitting packets over the link
in discrete time. Once again, the time slot duration is considered to be one time unit,
and each packet transmission takes one time slot. The link has a queue with capacity 10
packets (C' = 10) while the link is transmitting another one (i.e., the system can hold 11
packets at once).

Suppose that the 40 users are throughput sensitive and there is only one packet class,
so the link provides no service differentiation between packets from different users. The
users have an aggregate expenditure rate of 0.42 marks/slot with pairs of individual

expenditure rates ranging from 0.001 to 0.02 as follows:
Wo; = W41 = (Z + 1) x0.01 fOT 1= 0, ...19

In this scenario, which we call Scenario 7, our simulations show that the aggre-
gate throughput is 0.92 packets/slot, the average loss is 3.9%, and the average delay
is 5.99 slots/packet.

Now suppose that half of the users (with half of the expenditure rate) are loss sensitive
and require to have a 1% loss.

Is the network able to provide a 1% loss to the loss sensitive users if only one packet
class is used?

Figure 4.2 presents the behavior of the system in this scenario, which we will refer to
as Scenario 8. Again, the only way that users can try to get a different performance from
the resource with a single packet class is by changing their expenditure rates. If we look
at the middle plot in Figure 4.2 we can see that when the aggregate expenditure rate
of the loss-sensitive users ranges from 0.0021 to 1.2 marks/slot, their loss remains above
their desired 1% and it keeps increasing. Therefore, if only one packet class is used in
the system, it is not possible to satisfy the loss-sensitive QoS profile. It is interesting to
notice that after an aggregate expenditure rate of 0.79 marks/slot for the loss-sensitive
users, both loss and delay clearly have a different slope from smaller expenditure rates.
This might be due to the fact that at that point, the total expenditure rate is equal to

one, i.e., losses are allowed in every slot and hence the system is saturated.
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Figure 4.2 System behavior for loss-sensitive users in Scenario 8.

We propose the same solution as in the bufferless case, which is to include a class
label in the packets in order to differentiate between two packet classes. Notice that we
are again assuming that each user chooses a particular packet class and labels all of its
packets as belonging to that class. We discuss this point in more detail further in this
chapter in this new context. This class differentiation will be used in the same two ways

as in the bufferless model:
1. The link offers different service levels to different packet classes.
2. Marks placed on different packet classes have different prices.

The incorporation of the different prices into the user model is the same as in (3.1)

for the bufferless model.

The service differentiation can now be obtained by using two different mechanisms:

1. Buffer reservation.
2. Packet scheduling.

In buffer reservation, the link reserves ¢; positions of the queue for class 1 packets and
co = C' — ¢q positions for class 2 packets. It is important to point out that any unused
queue space by one class can be used by the other class. For example, if there are n; < ¢y
class 1 packets in queue, then as many as C' — n; > ¢y class 2 packets can be queued.

However, if a class 1 packet arrives and there is no buffer space left, it will bump a class 2
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packet out of the queue if ny > c5. We will refer to this mechanism as buffer reservation
(c1 : o) throughout the remainder of this chapter.

Two different scheduling mechanisms will be tested for performance:

1. Strict priority: If there is a class 1 packet in the queue then service it; otherwise,
service a class 2 packet. Notice that if there is enough class 1 load, class 2 packets

might never receive service.

2. WFQ: Use weighted fair queueing [10] to service the two packet classes. The class
with a higher weight will receive service more often. Notice that strict priority is
the limiting case of WF(Q obtained as the weight for the class 1 approaches infinity.
Since we are proposing only two packet classes we can assume that the weight in
one of the classes is 1, since we can easily normalize them. We will assume that the

weight for class 2 packets is 1, and we will vary the weight for class 1 packets.

Consider the same setup as in Scenario 8, but now the loss-sensitive users label all
their packets as class 1 packets and throughput-sensitive users label all their packets as
class 2 packets. The link provides service differentiation by using the scheduling and
buffer reservation mechanisms described above. Also, the price for marks on class 1
packets is higher than the unit charge for marks on class 2 packets.

Our simulations show that by adjusting the control mechanisms in the network it is
possible to provide low loss to the loss-sensitive users. This is shown in the middle plot of
Figure 4.3 for three different scheduling mechanisms with two different buffer reservation
splits. We will refer to this set of scenarios as Scenario 9. The weight for the class 1
packets in WF(Q scheduling is referred to as W. It is noticed that, just as in the bufferless
model, the effect of different control mechanisms on throughput is minimal while its effect
on loss and delay is significant. This guides us into choosing a set of control mechanisms
that achieves the lowest loss, since the difference in throughput is minimal.

In this scenario it is also possible to provide low loss to the loss- sensitive users
while providing at least the same level of satisfaction to the throughput-sensitive users.
This means that the system is able to operate in the fair region where now three QoS

parameters must be considered.
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Figure 4.3 System behavior experienced by loss-sensitive users in Scenario 9.

First, the aggregate throughput for the throughput-sensitive users must be at least
as good as before (in Scenario 7). In Scenario 9 we notice that for WFQ with weight for
class 2 packets (W) equal to 1 and capacity reservation (3 : 7) this is achieved with any
price per mark for class 1 packets as shown in the upper plot of Figure 4.4. For WFQ
W=2 (5 : 5) this is achieved with prices greater than 1.5, and for strict priority (3 : 7),
after 1.8. This is not surprising since each set of control mechanisms described in this
paragraph provides a more evident service differentiation between the different packet
classes, in the order in which they were mentioned, and hence they should allow for a
higher throughput for the class 2 packets from throughput-sensitive users. However, this
difference vanishes as the price per mark increases.

Second, the loss experienced by the throughput-sensitive users most be at most what
they experienced in Scenario 7. By using WFQ W=1 (3 : 7) this is accomplished with
any price per mark, while for WFQ W=2 (5 : 5) and strict priority (3 : 7) prices greater
than 3 are needed, as shown in the middle plot of Figure 4.4. Again, this behavior was
expected for the same reasons mentioned for throughput, except that now, less service
differentiation leads to lower loss for class 2 packets.

And third, the delay experienced by the throughput-sensitive users most be at most
what they experienced in Scenario 7. In this case, all three sets of control mechanisms

require a price per mark greater than 4, as shown in the lower plot of of Figure 4.4. We
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do notice that just as in the loss case, less differentiation leads to lower delay, which was

expected.
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Figure 4.4 System behavior experienced by throughput-sensitive users in Scenario 9.

The effect of using different scheduling and buffer reservation mechanisms with differ-
ent parameters on the trade-off between loss and throughput for the loss-sensitive users
in the fair region can be observed in Figure 4.5. These trade-off curves can be helpful
in deciding the appropriate mechanisms to provide the required loss to the loss-sensitive
users while maximizing their throughput without deteriorating the performance experi-
enced by the throughput-sensitive users. We can see that, just as in the bufferless model,
it would be best to operate with the set of control mechanisms that provides the most
service differentiation (i.e., strict priority scheduling) since for the other schemes the gain
in throughput is negligible compared to the reduction in loss.

Another issue that came up in the bufferless model is what happens to the efficiency
of the network. As we can see in the upper plot of Figure 4.6 there is again a reduction
in the aggregate throughput in relation to the throughput obtained in Scenario 4. This
reduction is more evident for the schemes that provide a more notorious service differen-
tiation, although the difference between them vanishes as the price per mark increases.
This behavior was expected from the discussion presented earlier in this section. How-
ever, we can also see in the middle and lower plots of Figure 4.6 that there is also a
reduction in the average loss with respect to the loss experienced in Scenario 7, and in

the delay with respect to that experienced in Scenario 7. This was also expected.
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Figure 4.6 Throughput gain, loss reduction, and delay reduction for Scenario 9.

Consider now relative ef ficiency =

throughput ratio

(loss ratio)x(delay ratio

R (Clearly, an increase in through-

put will yield a higher efficiency, while a decrease will cause the opposite behavior. A

decrease in either loss or delay will yield a higher efficiency, while an increase will cause

a lower efficiency. We can see in Figure 4.7 that the overall efficiency of the system is

increased again with the proposed solution.

We have shown that the combination of control mechanisms and multiple packet

classes can achieve the goal of providing multidimensional QoS while maintaining efficient

use of the network’s resources in this situation, while a single-class system cannot. Until

now we have considered loss as the QoS parameter that extends throughput, but one

might be interested in delay also. The next section deals with this approach.
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Figure 4.7 System relative efficiency for Scenario 9.
4.3 Delay and Throughput as Relevant QoS Parameters

In Section 4.2 we used loss as a second QoS measure to supplement throughput, but
we could have chosen delay instead. Let us look at the same two scenarios but suppose
that the second group of users is delay sensitive rather than loss sensitive. The marking
mechanism will be the same as in Section 4.2. Other marking mechanisms that are more
delay oriented could be used, as proposed by Gibbens and Kelly [3].

Suppose that these users require an average delay of 2 slots per packet instead of the
5.99 slots per packet that all users in Scenario 7 experienced.

Is the network able to provide an average delay of 2 slots per packet to the delay-
sensitive users if only one class of packets is allowed in the network?

Figure 4.8 presents the behavior of the system in this scenario, which we will refer to
as ‘Scenario 10’. Remember that the only way in which users can try to get a different
performance from the resource with a single packet class is by changing their expenditure
rates. If we look at the lower plot in Figure 4.8 we can see that when the aggregate
expenditure rate of the delay-sensitive users ranges from 0.0021 to 1.2 marks/slot, their
delay remains above their desired 2 slots per packet and it keeps increasing. Therefore,
it is not possible to satisfy the delay-sensitive QoS profile if only one packet class is used
in the system.

Consider the same setup as in Scenario 10, but now the delay-sensitive users label
all their packets as class 1 packets and throughput-sensitive users label all their packets

as class 2 packets. The link provides service differentiation by using the scheduling and
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Figure 4.8 System behavior in Scenario 10.

buffer reservation mechanisms described in the previous section. Also, the price for marks
on class 1 packets is higher than the unit charge for marks on class 2 packets.

Our simulations show that by adjusting the control mechanisms in the network, it
is possible to provide low delay to the delay-sensitive users. This is shown in the lower
plot of Figure 4.9 for three different combinations of scheduling and buffer reservation
mechanisms. We will refer to this set of scenarios as ‘Scenario 11°. It is noticed that,
just as in the previous section, the effect of different control mechanisms on throughput

is minimal, while its effect on loss and delay is pronounced.
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Figure 4.9 System behavior experienced by delay-sensitive users in Scenario 11.

In this context it is also possible to provide low delay to the delay- sensitive users

while providing at least the same level of satisfaction to the throughput-sensitive users.
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This means that the system is able to operate in the fair region where the same three QoS
parameters as in the previous section must be considered. The aggregate throughput for
the throughput-sensitive users must be at least as good as in Scenario 7, as shown in the
upper plot of Figure 4.10. The loss experienced by the throughput- sensitive users most
be at most what they experienced in Scenario 7, as shown in the middle plot of Figure
4.10. And also, the delay experienced by the throughput-sensitive users most be at most

what they experienced in Scenario 7, as shown in the lower plot of Figure 4.10.
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Figure 4.10 System behavior experienced by throughput-sensitive users in Scenario 11.

The effect of using different scheduling and buffer reservation mechanisms with dif-
ferent parameters on the trade-off between delay and throughput for the delay-sensitive
users in the fair region can be observed in Figure /.11. These trade-off curves can be
helpful in deciding the appropriate mechanisms to provide the required delay to the delay-
sensitive users while maximizing their throughput without deteriorating the performance
experienced by the throughput-sensitive users.

We can see that, just as in the previous section, it would be best to operate with
the set of control mechanisms that provides the most notable service differentiation (i.e.,
strict priority scheduling).

The throughput, loss, and delay ratio, as well as system efficiency, are the same as in
Scenario 9, and are reported in Figures 4.6 and 4.7.

Again, we tried different scenarios with higher expenditure rates, higher load, and

different ratios of throughput/loss and throughput/delay users, and we noticed that in
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Figure 4.11 Trade-off curves for Scenario 11.

most cases it is possible to adjust the control mechanisms to satisfy the different QoS
profiles in an efficient manner.

We also examined through simulations the effect of loss- or delay-sensitive users declar-
ing some packets as class 1, and others as class 2, depending on the loss or delay they
experienced. In this case, just as in the bufferless model, this did not affect the perfor-
mance much since the fraction of packets from loss- or delay-sensitive users that were
declared as class 2 packets was very low.

In summary, in this queueing context, the combination of control mechanisms and
multiple packet classes can achieve the goal of providing multidimensional QoS while
maintaining efficient use of the network’s resources in some situations, while a single-

class system cannot.
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CHAPTER 5

CONCLUSION

We showed through simulations that the use of pricing with only one class of packets
is not sufficient to provide satisfactory multidimensional QoS performance in some situ-
ations. In contrast, the use of multiple packet classes in combination with pricing and
appropriate control mechanisms (e.g., scheduling, marking, buffer allocation) can satisfy
multidimensional QoS with efficient use of the network’s resources within the same net-
work. However, there are some trade-off relationships among different QoS parameters
(e.g., throughput, loss, delay) that arise in a multiclass packet system.

The price per mark depends on the packet class and it should reflect the social cost
required by the network to handle the packet, as indicated in Sections 3.1 and 4.1. Since
the QoS profile is multidimensional, the impact might be difficult to determine. This
thesis only describes scenarios in which a loss-oriented marking scheme was used. Other
marking mechanisms could be implemented with a delay orientation (as proposed by
Gibbens and Kelly [3]), or a combination of both loss and delay oriented mechanisms.
This issue is left for further research.

An interesting question is how can we accommodate a multidimensional QoS profile
within the notions of network-wide fairness. Our fairness criterion was to provide at least
the same level of satisfaction to throughput-sensitive users when there are two packet
classes as when there was only one class. Some other fairness criteria could be elaborated
and implemented to see if our proposed solution can also satisfy those requirements.

We described how users can receive better service than others in a particular QoS
measure if they are willing to pay a higher price per mark. Recall the “smart market”
approach described by MacKie-Mason and Varian [4]. In auctions, bidders know the
other bids and hence can hide the real price they are willing to pay (often called “shading
bids”), if there is not enough demand. After all, why pay more than enough? In the
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network case, could users “shade their bids” for service? Even if one user does not know
the other users’ bids, it could “shade its bid” if the service received so far is better
than it expected (possibly if the load on the network is light, for example), since this
performance is known to the user. Therefore, high-priority users do not have to declare
all their packets as high-priority packets (they might only need to do it during congestion
intervals) and hence, they can improve their overall service. This was briefly addressed
in Chapters 3 and 4.

This thesis considered two models for which loss, delay, and throughput were consid-
ered as separate components of QoS. It remains to be seen if quality of service is funda-
mentally multidimensional for large-scale networks and realistic traffic, or if instead, the
dimensionality of the relevant QoS measures can be reduced to one in practice. This is
a topic for further investigation.

Therefore, a very important topic for further research is the extension and evaluation
of the proposed solution to large-scale networks.

Finally, we make the remark that the Internet Enginner Task Force (IETF) DiffServ
working group [11] is also addressing the issue of providing multidimensional QoS on the

Internet.
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